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1 Executive Summary 
This deliverable aims to improve the prediction of species assemblages through the use of species 

interactions to support GUARDEN's goal of enhancing user-oriented decision-support applications (DSAs) 

by addressing data gaps and analytical uncertainties. By leveraging knowledge graphs of species 

interactions, such as predation and pollination, we aim to significantly enhance the performance of 

algorithms that predict or assess community composition and services. 

This task utilises semantically enriched interaction data from GloBi, combined with observational data 

from GBIF, to create biodiversity data cubes for downstream tasks, thereby improving model predictions 

as the models are then build on species community relevant data of the primary species of interest and 

their interactors. Additionally, we provide code to map and statistically validate co-occurrences of species 

observations as a proxy for interactions to expand the interaction networks. 

The developed Species Interaction Networks will inform Tasks 3.4-3.6, enhancing the modelling of species 

assemblages and the estimation of ecosystem services, particularly in predicting future trajectories 

influenced by species interactions, including those involving invasive species. The services are available 

for the project partners through a cloud platform available at https://www.guardin.net, capable of 

hosting the large GloBi fed interaction network and providing quick queries by use of neo4j. The service 

is available through an interactive portal or by using dedicated API calls. 

 

  

https://www.guardin.net/
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2 Introduction 

2.1 Mapping GUARDEN outputs 

This section presents the GUARDEN Grant Agreement (GA) commitments, as extracted from the formal 

deliverable and task description, regarding their outputs and work to be performed. Its purpose is to aid 

the reviewer in finding the specific sections of the document where the respective tasks’ requirements 

are addressed, guide the author through the process, and serve as a checklist to address everything that 

needs to be addressed.  

 
TABLE 1: ADHERENCE TO GUARDEN GA DELIVERABLE & TASKS DESCRIPTIONS. 

GUARDEN GA 
Component 

Title 

GUARDEN 
GA Component Outline 

Respective 
Document 
Chapter(s) 

Justification 

TASKS 

Task 3.3 
Improving 
Species 
Assemblages 
Prediction with 
Species 
Interaction 
Networks 
(M01-M24), 
Leader: MBG, 
Contributors: 
CIRAD, INRIA, 
FREDU, 
UNTNR, PML 

Task 3.3 will understand and build knowledge 
graphs of interactions between species, such 
as predation or facilitation, in order to 
significantly improve the performance of 
algorithms that are aiming to predict or assess 
ecosystem composition and services. This task 
will make use of increasingly semantically 
enriched interaction data from sources such 
as GloBi, in conjunction with observation and 
model prediction data from sources like GBIF, 
and the identification service of Task 3.1 to 
build Species Interaction Networks. Task 3.3 
will also map co-occurrence of species 
observations to retrieve more interactions to 
refine these networks. The developed Species 
Interaction Networks will inform Tasks 3.4-3.6 
to improve the modelling of species 
assemblages and the estimates for ecosystem 
services flowing from these models, in 
particular with regards to future trajectories 
which can be strongly impacted by species 
interactions, such as those with invasive 
species. The primary focus will lie on 
predatory and herbivory interactions between 
species, but positive interactions such as 
pollination will also be considered during this 
task. 

Chapters 3-7 

For this deliverable the 
interactions knowledge 
graph has been build up 
and initial statistics have 
been gathered in 
relation to a SDM test 
case. 

DELIVERABLE 

Deliverable – D3.3 - Improving species assemblages' prediction through species interactions - Initial 
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2.2 Deliverable Overview and Report Structure 

This report presents the findings and methodologies employed in enhancing species assemblage 

predictions through the integration of species interactions and advanced data management techniques. 

The document is structured to provide a detailed account of the project’s objectives, methodologies, 

results, and future directions. Key areas of focus include the development of species interaction 

networks, cloud infrastructure configuration (Chapter 4), ecological network analysis (Chapter 5), and 

the application of data cubes to improve species distribution models (SDMs) (Chapter 6). A case study 

from Cyprus is included to illustrate the practical application of these methodologies (Chapter 7).  
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3 Improving species assemblages' prediction through species 
interactions 

3.1 Introduction 

The GUARDEN project aims to safeguard biodiversity and critical ecosystem services by providing 

scientific research that supports and informs policy-making processes. It focuses on developing user-

oriented decision support applications that transform scientific outputs into actionable knowledge 

tailored to the needs of end-users. The project employs a suite of methods and tools, including deep 

learning, Earth observation, and hybrid modelling, to enhance the amount of standardized and geo-

localized biodiversity data. This approach helps build a new generation of predictive models for 

biodiversity and ecosystem status indicators under multiple pressures, such as human activities and 

climate change. Actionable knowledge needs to be based on a clear understanding of the data and its 

limitations [1]. Ideally, to assess biodiversity, one would not need models, but due to limitations in 

sampling and the impossibility of having all biodiversity data, models are an essential piece. There is a 

tipping point where the data becomes so sparse that models are insufficient to come to a sufficiently 

accurate prediction, especially in dealing with species distribution models e.g. for rare species [1]. It is 

here where species interactions can play a pivotal role: species for which observations are lacking to come 

to a good predictive model, might have interacting partners that were better or more easily observed. By 

including the additional data from the interactors in the training data, one might assume the results will 

get better, not by mere augmentation of data, but because of relevant additional data providing insights 

of the species of interest as well across the interactions. Interactions themselves and their place in time 

and space, might also be relevant to model and get a better understanding of the ecosystem and the 

services it can provide [2, 3] . 

3.2 Previous results 

The first deliverable focused on extracting the species interaction network from the Global Biotic 

Interactions database (GloBI). From that starting point, we first sought to validate the SDM predictions 

by assessing their correlations across the interaction network. A dyadic (2 species interacting) and triadic 

(3 species interacting) network analysis was performed on the SDM GeoLifeCLEF Kaggle dataset. Next, 

we generated embeddings (species vector representations) from the interaction network to use in 

conjunction with the SDM predictions to test whether the embeddings could be used to improve 

predictions directly. Finally, we produced geographic interactions plots, showing which regions 

contained more interactions between the species studied. 

3.3 The focus of this deliverable 

We shift to make a very practical tool for the different case studies. In concrete terms, we build a web 

platform for the different case studies, to submit a list of species relevant for the case study and return 

an overview of interactions between them and with first order interactors (directly interacting species). 

Next to this we retrieve the observations for those species and interactors for the time period 2000-2024, 

visualizing the density of observations with the species of interest and once including both species of 

interest and their interactors. This gives visual feedback of a potential benefit of using interactors data. 

The data cubes containing the observations are then also available for downstream analysis, only with 

data from the species of interest, or also including the interactors observations. Data cubes are a 

multidimensional representation of data that allows for efficient storage, retrieval, and analysis along 
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multiple dimensions, such as taxonomic (what), temporal (when), and spatial (where). In the context of 

biodiversity, these cubes integrate various data dimensions to enable a deeper exploration of complex 

ecological patterns and relationships. The developed data cubes from the Species Interaction Networks 

can then be used to inform Tasks 3.4-3.6 to improve the modelling of species assemblages and the 

estimates for ecosystem services flowing from these models. 
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4 Cloud configuration and infrastructure as code 

4.1 Cloud configuration with Pulumi 

During the first year of the GUARDEN project and working towards the initial interactions’ deliverable 

(3.4), we made sure all the code was version controlled and locally executable, 

https://github.com/AgentschapPlantentuinMeise/guardgraph. It was not yet running as an accessible 

service, this in contrast to e.g. Pl@ntNet. A substantial amount of development was used to put in place 

a web service for use by the case study partners. We chose Pulumi as our infrastructure as code (IaC) tool, 

as it allows expressing the required infrastructure code in Python syntax, which is the same programming 

language used throughout the project. IaC means that all the resources (e.g. computing nodes, storage, 

networking infrastructure, etc.) required to execute a service are defined themselves in an executable 

form, which implies that you can start and stop the whole infrastructure by giving a single command, 

“pulumi up” to start and “pulumi destroy” to take down the infrastructure. This is useful to make these 

kinds of services more reproducible. When the funding for a project stops, others could still utilise the 

results by starting the service on their own cloud solution. There are still limitations to IaC, as you have to 

write the configuration tailored to a specific cloud provider, in our case Amazon Web Services (AWS). The 

main resource created by the script is the b3-server that runs the GUARDEN interactions web platform.  

4.2 Kubernetes enabled platform 

The core component of the server is a minikube instance providing a kubernetes environment. The 

GUARDEN interactions app repository contains kubernetes configuration files to automatically and fully 

initiate the service. In parallel, a “docker compose” configuration is still maintained allowing users to 

install and run locally, on any docker enabled computer. Figure 1 shows the layout of the different server 

components, and Table 3 lists the different containers with a brief description. In short, the interaction 

graph of all species is stored in a Neo4j database, allowing for fast and scalable querying of first and higher 

order interactions. The graph is queried by a Python web platform written in Flask, that either takes API 

calls, or has a user interface for non-technical users, to upload a list of species of interest, and indicate a 

case study region. For the latter, results can not be provided instantaneously, as all interactions need to 

be queried and data cubes containing observations for the species need to be collected. Hence, there is 

a worker process that awaits user jobs and processes everything offline, when results are ready they can 

be displayed by the user. Communication between the web platform and the workers is conducted 

through the rabbitmq messaging service. 

      

TABLE 2: CONTAINERS USED IN KUBERNETES DEPLOYMENT OF "GUARDIN.NET" WEB PLATFORM 
Name Image Description 

web localhost/web:latest Entrypoint for web platform, using Flask framework. Both for 

website and API calls. 

neo4j neo4j:5.7.0 Graph database that stores the species interaction network 

and executes graph queries to retrieve first and second order 

interactions. 

worker localhost/web:latest Run the celery process to wait for tasks, e.g., produce a case 

study report for a certain case study and species of interest list. 

rabbitmq rabbitmq:3-management-

alpine 

This brokers the messages between the web app and the 

worker executing the long running jobs. 

https://github.com/AgentschapPlantentuinMeise/guardgraph
https://minikube.sigs.k8s.io/docs/
https://kubernetes.io/
https://neo4j.com/
https://flask.palletsprojects.com/en/3.0.x/
https://www.rabbitmq.com/
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5 Ecological network analysis 
In the previous deliverable (D3.3), the interaction network analysis was of an exploratory nature, to see 

what kind of services we could offer to the technical partners within GUARDEN. Table 3 shows the 

different API calls technical partners can make from their systems to retrieve information on species 

interactions. Sections 6.1 and 6.2 further discuss these services, respectively for general interaction 

network queries and for retrieving species embeddings (vector representation of the species within their 

interaction network). As per the GUARDEN architecture (Deliverable D2.5), the species interactions task 

was not seen as a fully independent running product, but a supportive service for the technical partners. 

In that light, the main direct end-user can be seen as the deliverables for Tasks 3.4-3.6. Section 6.1 is 

intended to improve the high-resolution modelling of species distributions, by providing additional 

species for which to collect data with the highest probability of impact for improving interactions as per 

the assumption of species interactions and their relevance for species distributions. Section 6.2 can assist 

in the habitat modelling. As per the current implementation of deliverable 3.2 embeddings are being 

generated based on the predictions of the species, this can be compared to the embeddings as per 

knowledge collected in the interactions graph. 

 

TABLE 3: AVAILABLE API CALLS ON GUARDIN.NET PLATFORM 

Name API call Post json Result json 

Species interactions 

count 

/species List of species 

names 

Dictionary of species 

provided with 

interaction count 

Species interactions /species/interactions List of species 

names 

Dictionary of species 

provided with their 

interacting species 

Species 2nd order 

interactions 

/species/inter2x List of species 

names 

Dictionary of species 

provided with their 

direct and 2nd order 

indirect interacting 

species 

Species embeddings /species/embedding List of species 

names 

Dictionary of species 

provided with their 

embedding 

 

5.1 Interacting species query API service 

Species distribution modelling depends on the species being analysed, in particular for deep learning as 

the models are only trained with data from those species. The API allows species distribution modellers 

using the framework of Task 3.1 to expand the list of species with their interacting species. The different 

API calls all take a list of species names and return for the different species, the count of their interactions, 

first or second order interactions. Modellers working on species distribution models can thus retrieve 

information on the interactors of species in their models and try out training a model including the 

interactors. Validation should be performed in respect to the original set of species on the one hand, and 

the full set of species plus their interactors to test for autocorrelations. 
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5.2 Species embedding API service 

Based on a network structure, an embedding can be generated for the nodes in the network. A prototype 

species embedding API service has been developed, using the Neo4j FastRP algorithm. The subnet of 

species of interest is extracted from the general graph and the FastRP algorithm applied to generate an 

embedding for each of the species. In theory, these embedding methods could be used to inform 

downstream deep learning algorithms of the species or habitats for which they are providing predictions. 

An example of this can be found in the initial species interactions deliverable. Furthermore, a variety of 

downstream tasks requiring summary statistics of the interaction network topology around each species 

for a given species list could make use of the API service. 

Due to time constraints, we have not further worked on validation experiments, but offer it as an API call 

for further testing. This could for example be combined with the habitat predictions of deliverable 3.2. 

Table 4 shows a small subnet of an embedding for a few species, to illustrate the scale of numbers 

generated for an embedding. 

 

TABLE 4: PARTIAL EMBEDDING EXAMPLE, SHOWING THE THREE FIRST DIMENSIONS GENERATED WITH THE FASTRP 

ALGORITHM. 
# Species 1 2 3 … 

0 Accipiter nisus -0.345611 -0.845451 -0.188663 … 

1 Acrocephalus 

arundinaceus 
-0.511830 0.238050 1.016542 … 

2 Acrocephalus 

scirpaceus 
0.000000 0.000000 0.000000 … 

3 Aegithalos 

caudatus 
0.041767 -0.467145 0.019779 … 

...      

 

5.3 Grid cell size analysis 

Climate change, along with other human-induced environmental change, has the potential to significantly 

disrupt the interactions between organisms and their strength and frequency. For example, regarding 

pollination, mismatches may arise between the timing of pollinator emergence and the flowering of plant 

species it pollinates or feeds from [4]. This temporal disjunction can severely affect plants and insects 

that rely on specialized pollination and flower visitation strategies, leading to adverse impacts on their 

survival and reproduction [5]. Such disruptions underscore the delicate balance within ecosystems and 

highlight the urgent need to understand and mitigate the consequences of anthropogenic environmental 

change on biological interactions. At some level interacting species might be expected to co-occur 

elsewise they could not interact, yet prey might also seek to avoid its predator, so scale of co-occurence 

is sensitive to the dynamics of the interaction. Furthermore, one problem we face is that there is a 

pronounced pattern of seasonal variation in observations, with noticeable biases, such as between plants 

and insects. For different cell sizes, a different number of statistically relevant co-occurrences are found. 

By plotting the two against each other, as shown in Figure 2, an optimal size can be derived. In this figure 

the ideal grid cell size seems to be between 50 and 150 meters. Figure 3 shows for different species that 

were found to be co-occuring at a P-value < 0.05, for two different grid cell sizes how to co-occurrence 

appears visually, by overimposing their abundance in the different cells. 



 

14 

 

 

FIGURE 2: AMOUNT OF STATISTICALLY SIGNIFICANT CO-OCCURENCES VERSUS GRID CELL SIZE. 
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FIGURE 3: ILLUSTRATING IMPACT OF DIFFERENCES IN GRID CELL SIZE ON OBSERVED CO -
OCCURRENCE FOR A LARGER AND SMALLER GRID CELL SIZE  
 

FIGURE 4: ILLUSTRATING IMPACT OF DIFFERENCES IN GRID CELL SIZE ON OBSERVED CO -
OCCURRENCE FOR A LARGER AND SMALLER GRID CELL SIZE  



 

16 

6 Improving (joint) SDM predictions with expanded data 
cubes 

6.1 Biodiversity Building Blocks for Policy data cubes (B3) 

B3  is a Horizon Europe project aiming to provide rapid and robust biodiversity data cubes to provide 

reliable and repeatable biodiversity monitoring, in order for policymakers to evaluate their options. This 

largely corresponds to the GUARDEN aims and given that MBG is active on both projects, there was an 

opportunity to align parts of the work packages and tasks. In GUARDEN, we focused on developing 

specific biodiversity analyses, such as species interactions, but had no time allocated to setting up the 

technical environment for running these analyses. Therefore, we decided to leverage the B3 cloud 

environment to run the GUARDEN species interactions workflow, combining the strengths of both 

projects. 

6.2 Interactions for critical habitat modelling  

During the first week of April 2024, B3 organized a hackathon to bring together biodiversity 

informaticians and researchers to work out tools leveraging biodiversity data for impactful solutions. 

Together with team members from GUARDEN, B3 and Mambo, we worked on a project to investigate 

the added value of biodiversity data cubes in identifying critical habitats through Deep-Learning Species 

Distribution Models (Deep-SDMs). Traditional Deep-SDM approaches often depend on observation point 

data, which may not effectively capture the dynamic temporal evolution of species distributions. By 

integrating biodiversity data cubes with environmental and remote sensing data, we aimed to enhance 

Deep-SDMs for more accurate habitat descriptions. During the hackathon we worked on a case study 

brought to the hackathon by one of the external stakeholders. This was to understand the biodiversity 

and phytopathology in vineyards in France and Belgium, particularly under future climate change. We 

contributed the Vitis vinifera interactors as shown in Figure 4 to build up an expanded data-cube and train 

the model. The hackathon allowed MBG and INRIA partners to work together on the workflow to 

integrate the interactions package with the Deep-SDMs. 

https://b-cubed.eu/
https://b-cubed.eu/b-cubed-hackathon
https://www.mambo-project.eu/
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6.3 Species interactions cube API service 

Based on the initial work during the hackathon, we build a Python package to create a data-cube for a list 

of species, and also including their first order interactors in a data cube the species of interest that are 

present at the different cells of a reference grid cell (e.g. EEA) are included. This is the most 

straightforward option to improve species distribution predictions, by leveraging the data of the 

interacting species. Case studies that have a list of species of interest, for which modelling work needs to 

happen, can now use this API service to retrieve an expanded data cube with observations of the species 

of interest and their interactors. 

  

FIGURE 5: SPECIES THAT INTERACT DIRECTLY WITH VITIS VINIFERA WITH MORE THAN 1 MILLION EUROPEAN 

OBSERVATIONS. TOTAL OBSERVATION COUNTS FOR THE DIFFERENT SPECIES WAS RETRIEVED FROM GBIF. 
 

FIGURE 6: SPECIES THAT INTERACT DIRECTLY WITH VITIS VINIFERA WITH MORE THAN 1 MILLION EUROPEAN 

OBSERVATIONS. TOTAL OBSERVATION COUNTS FOR THE DIFFERENT SPECIES WAS RETRIEVED FROM GBIF. 
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7 Initial case study dataset: Cyprus 
As a proof of concept and to showcase the workflow of this deliverable, we chose the Cyprus use case. A 

list of species of interest was provided for by the case study lead and used on the web platform for 

analysis. 

This case study focuses on supporting informed decision-making for the expansion of the Vasilikos Energy 

Centre in Cyprus, considering its potential impact on biodiversity and ecosystem services. The area 

already hosts various industrial facilities, and is set to expand with additional infrastructure, which could 

significantly affect both terrestrial and marine ecosystems. The decision-making process relies heavily on 

environmental impact assessments, which are informed by expert opinions and comprehensive 

environmental data. GUARDEN aims to provide a method or tool to streamline the retrieval and analysis 

of these data, enhancing the objectivity and efficiency of the decision-making process, particularly in 

addressing challenges related to urban planning and biodiversity conservation. Including species 

interactions in the decision-making process is intended to give a more holistic view of the ecosystem, and 

capture aspects that might otherwise be overlooked. 

7.1 Interactions analysis 

The first part of the results is an overview of interactions linked to the species list of interest. Figure 5 

shows all interactions between species on the list, and species not on the list but interacting with one or 

more on the list. Figure 6 instead show the dyad (2 species) and triadic (3 species) relationships, only 

involving species of interest. 

 

 

FIGURE 7: ALL INTERACTIONS BETWEEN AND OUTSIDE THE LIST OF SPECIES OF INTEREST FOR CYPRUS CASE 

STUDY AREA 
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7.2 Generated data cubes for the Cyprus case study area 

Because of the small scale of the case study, the advantage of using interacting species data is easily 

observable. When only using the species list of interest, the coverage is even smaller than the case study 

area. At the very least, involving the interactors gives us data across the whole case study area, as is 

demonstrated in Figure Error! Reference source not found.. 

 

 

 

FIGURE 9: INTERNAL NETWORK STRUCTURE FOR CYPRUS CASE STUDY 
 

FIGURE 10: INTERNAL NETWORK STRUCTURE FOR CYPRUS CASE STUDY 
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FIGURE 11:  HEATMAP SHOWING OCCURRENCES FOR SPECIES OF INTEREST. PART ABOVE SHOWS 

OBSERVATIONS RETRIEVED ONLY FOR THE SPECIES OF INTEREST, PART BELOW SHOWS OBSERVATIONS 

BOTH FOR SPECIES OF INTEREST AND THEIR INTERACTING SPECIES. 
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8 Collecting New Interactions Data 
Species observation data are scarce and interaction data are even scarcer. We wanted to contribute 

something extra to collecting interactions data based on our experiences working on this topic for the 

GUARDEN project. As part of the GUARDEN interactions website (https://www.guardin.net), we have a 

page to collect interactions and observations within Meise Botanic Garden, as shown in Figure 8. An 

intern conducted 3 weeks of collecting interaction observations within an approximately 50x50m grid, 

oriented in respect to the passing highway, as shown in Figure 9. This is a prototype that could be used 

to validate findings, especially relevant for the French/Malagasy use case focusing on transport 

infrastructure. 

The botanic garden of Meise has thriving biodiversity, with many different species of insects, birds, fungi, 

amphibians and mammals present, on top of its impressive collection of native and exotic plants, many 

planted, some wild. Running along the east side of the Garden is a large highway (the A12), which 

unfortunately causes a lot of noise disturbance. Thanks to all the vegetation, especially the large trees, as 

you get further away from the road it is less and less audible. This makes the Botanic Garden an interesting 

site to observe the impact of noise pollution on plant-insect interactions, by making observations in the 

Garden concerning the road and noting any differences in distribution of species or frequency of 

interactions. 

 
 

FIGURE 12: PAGE WE CREATED FOR THE INTERN TO SUBMIT INTERACTION OBSERVATIONS  
 

https://www.guardin.net/
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FIGURE 14: INSECT-PLANT INTERACTIONS OBSERVED AT MEISE BOTANIC GARDEN IN RELATION TO THE 

NEARBY HIGHWAY 
 

FIGURE 15: INSECT-PLANT INTERACTIONS OBSERVED AT MEISE BOTANIC GARDEN IN RELATION TO THE 

NEARBY HIGHWAY 
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9 Public repositories 
All the code for the result reported here can be retrieved from the following GitHub repositories: 

⚫  https://github.com/AgentschapPlantentuinMeise/guardgraph - main code for conducting 

species interactions analyses 

⚫ https://github.com/AgentschapPlantentuinMeise/binfrastructure - code for setting up cloud 

environment 

⚫ https://github.com/AgentschapPlantentuinMeise/intercubos - code for comparing data cubes 

and conducting gridded analyses 

 

 

 

  

https://github.com/AgentschapPlantentuinMeise/guardgraph
https://github.com/AgentschapPlantentuinMeise/binfrastructure
https://github.com/AgentschapPlantentuinMeise/intercubos
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10 Conclusions 
We aimed to use knowledge graphs of species interactions, such as predation and pollination, to 

significantly enhance the performance of algorithms designed to predict or assess ecosystem 

composition and services. This task uses increasingly semantically enriched interaction data from GloBi, 

combined with observation and data from GBIF, to produce biodiversity data cubes that can be used in 

downstream tasks to improve model predictions. Additionally, we offer code to map co-occurrences of 

species observations and validate statistically relevant co-occurrences to uncover more interactions and 

refine these networks. 

The developed Species Interaction Networks will inform Tasks 3.4-3.6, improving the modelling of species 

assemblages and the estimates of ecosystem services derived from these models, particularly concerning 

future trajectories that can be strongly influenced by species interactions, such as those involving invasive 

species. 
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