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Glossary of terms and abbreviations  
Abbreviation / Term Description 

API Application Programming Interface - a formalised, specified way for a 

computer to communicate with another software system. In this context, 

a formalised interface between components of the GUARDEN IT 

infrastructure, such as a species recognition service. 

AUROC Area under the Receiver Operating Curve — a common evaluation metric 

for recognition tasks 

CNN Convolutional neural network 

DINOv2 A family of deep learning Transformer models (“DIstillation with NO 

labels”) 

Docker/Apptainer “Container” formats for bundling software code, system libraries, and 

data into a reusable bundle 

EBBA2 European Breeding Bird Atlas (2nd edition) 

EUNIS An EU database of species, habitat types and protected sites 

https://eunis.eea.europa.eu/  

GBIF Global Biodiversity Information Framework 

JSON A standard text-based format for machine-to-machine information 

exchange (JavaScript Object Notation) 

mAP Mean-average precision — a common evaluation metric for multi-label 

recognition tasks 

ML Machine learning 

POWO Plants Of the World Online, a web service provided by Kew Gardens 

https://powo.science.kew.org/  

SURF The collaborative organisation for IT in Dutch education and research 

TDWG The biodiversity information standards body https://www.tdwg.org/  
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1 Executive Summary 
Deliverable D3.1 concerns the creation of web services that run automatic recognition (powered 

by machine learning (ML)) of species. This runs as two separate but parallel services: recognition 

of plant species in images, and recognition of bird species in sound recordings. 

A common Application Programming Interface (API) and technical way of working was developed. 

Within this paradigm, the two separate services were developed and improved, exploring 

improved ML methods for community-level species identification. “Community-level” means that 

each image or sound does not represent just a single sampled individual, but a snapshot of a 

community of co-existing species. Most sound recordings have this characteristic; for images, the 

focus is on plant quadrats. In order to characterise communities well, the ML recognition should 

be able to recognise multiple individual organisms within a single snapshot, with a fidelity that is 

sufficient to characterise the overall communities. This characterisation is handled by other 

downstream components, based on the information yielded by D3.1 components. 

For plant image recognition, the established Pl@ntNet citizen-science platform was the context. 

Plant quadrat images were not previously handled by this system, and so various system changes 

were required, including work on the taxonomic backbone, the handling of geographic regions, 

and the division of large high-resolution images into smaller “tiles”. Then, large pretrained image 

recognition models were trained and evaluated. This was extended with a public data challenge in 

the “PlantCLEF” annual evaluation campaign. Finally, the selected ML models were deployed in 

the Pl@ntNet service and APIs. 

For bird sound recognition, the Dutch nature recognition platform “Arise” was the context. This 

platform is relatively new and so sound recognition was a novel addition to the framework. Within 

the specifications of the agreed API, new bird sound recognition algorithms were trained and 

evaluated. Since open-source algorithms already exist for this task, albeit not specialised for 

Europe nor tailored to the project requirements, we specifically explored how best to train a new 

algorithm given the existence of open data (from Xeno-canto) and pretrained models (namely 

“BirdNET”). We evaluated two paradigms for reusing ML models (fine-tuning, and knowledge 

distillation). After selecting the most promising model we deployed it into the Arise infrastructure. 

The two recognition components (image, sound) for D3.1 have been developed, refined using the 

cutting-edge of ML technology, and deployed into well-maintained web service infrastructures, 

with graphical user interfaces (GUIs) as well as ways for automated systems to make direct use of 

their services. This latter automated route will facilitate the integration of D3.1 components with 

the GUARDEN decision support app and other infrastructure. 

 

  



D3.1 - Community-level species identification services                                                                                                                                                     

©GUARDEN, 2024  7 

 

2 Introduction 
Deliverable D3.1 concerns the creation of web services that run automatic recognition (powered 

by machine learning [ML]) of species. This runs as two separate but parallel services: recognition 

of plant species in images, and recognition of bird species in sound recordings. These are two 

parallel strands of work. 

Services or open-source tools for image/sound species recognition already existed in one form or 

another, but their accuracy and other characteristics needed to be improved to address our goal 

of community-level species identification. “Community-level” means that each image or sound 

does not represent just a single sampled individual, but a snapshot of a community of co-existing 

species. Most sound recordings have this characteristic; for images, the focus is on plant quadrats 

(see Figure 1 for an illustration). In order to characterise communities well, the ML recognition 

should be able to recognise multiple individual organisms within a single snapshot, with a fidelity 

that is sufficient to characterise the overall communities. 

Within D3.1, then, the core objectives were to develop these two services, which means both 

setting in place the IT infrastructure to make such services available, as well as working on the ML 

research component to investigate how to achieve high recognition performance across our target 

taxa and habitats. The image and sound components were separately developed, according to an 

agreed technical specification (see deliverable D2.6), by research teams who had proven 

experience in both the IT infrastructure and the applied ML research. In both cases, the work 

progressed through ascending levels of complexity/difficulty, in order to manage risk and ensure 

services could be delivered: for example, simplified ML recognition tasks through to the more 

complex cases. 

2.1 Mapping GUARDEN outputs 
This section presents the GUARDEN Grand Agreement (GA) commitments, as extracted from the 

formal deliverable and task description, in respect to their outputs and work to be performed. The 

purpose is to aid the reviewer in finding the specific sections of the document where the respective 

tasks’ requirements are addressed but also to guide the author through and serve as a check list 

to address everything that is needed to be addressed. 

 

TABLE 1: ADHERENCE TO GUARDEN GA DELIVERABLE & TASKS DESCRIPTIONS. 

GUARDEN GA 
Component Title 

GUARDEN 
GA Component Outline 

Respective 
Document 
Chapter(s) 

Justification 

TASKS 

Task 3.1 
Community-level 
Species 
Identification 
Service to Detect 
Drivers of Change 

Task 3.1 will address issues related to the 
automated species identification of plant 
and bird communities by the use of 
soundscapes (for birds) and quadrat images 
for plants (1mx1m), produced in different 
targeted EU-habitats. This task will produce 
dedicated datasets (currently non-existent 
worldwide), evaluate different deep learning 
frameworks to solve these problems, test 

Chapters 
3,4,5 

Chapters 3 & 
4 describe 
the ML 
development
, Chapter 5 
the 
deployment 
as web 
services 
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the robustness of a holistic and common 
approach on different EU habitats, and at 
different levels of precision. In the aim to 
make incremental progress on these difficult 
challenges, Task 3.1 will target three 
complementary levels of precision: (1) 
provide the recognition of coverage of open 
ground, vascular plants, and mosses, (2) 
recognition of the three visual classes with 
an indication of the vascular plant diversity 
(number of species), and (3) provide more 
detailed taxonomic information for 
flowering plant species. It is aimed to reach 
level 1 or 2 as products and test the 
possibilities for development of level 3. In 
the end, access to a dedicated web service 
will be provided (one for plant, one for bird) 
to allow its use in production for precision 
level 1 and 2, by the largest number of 
beneficiaries in Europe. 

DELIVERABLE 

D3.1: Community-level species identification services (NBC) [M01, M22]: Version including the 
recognition algorithms of the web services of Community-level Species Identification. 

 

2.2 Deliverable Overview and Report Structure 
The two main streams of work are covered in Chapter 39 (plant quadrat images) and 4 (bird sound 

recognition). Then in Chapter 5 we discuss their deployment as web services, with common API 

formats and means of integration, as well as user interfaces and how they are accessed. Finally, 

chapter 6 concludes and summarises the work, lists the availability of code and pre-trained ML 

models, and briefly considers further steps. 
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3 Algorithms for plant quadrat images 
Vegetation quadrats are specific areas marked out within a habitat to study the types, abundance, 

and distribution of plant species. Typically, they are square or rectangular plots, but their size and 

shape can vary depending on the study's goals and the nature of the habitat. They provide a 

standardized method for biodiversity monitoring, allowing for consistent and reproducible data 

collection. This aids in tracking ecological changes over time, assessing habitat health, and 

informing conservation efforts. Quadrats are essential for understanding population dynamics, 

community interactions, and the impacts of environmental changes on plant communities. One of 

GUARDEN's objectives is to develop tools to facilitate the collection and management of this type 

of data, in particular through the automatic analysis of high-definition images of the vegetation 

plots (Figure 1). In the following, we describe the requirements, the prior developments conducted 

within Pl@ntNet, the computer vision algorithms investigated, and their evaluation in the context 

of the PlantCLEF challenge.  

 

FIGURE 1: ILLUSTRATION OF A VEGETATION QUADRAT IMAGE  

3.1 Requirements and preliminary work in Pl@ntNet 
One of the major benefits of the Pl@ntNet citizen-science platform is its ability to allow the 

development and deployment of operational tools on a very large (continental and even global) 

scale. However, this imposes severe constraints when it comes to developing new features such 

as the analysis of plant quadrats. Indeed, within the context of GUARDEN, we are not focusing on 

an artificial intelligence algorithm optimized locally for a few dozen to a few hundred species (such 

as most of those found in the literature). In order to experiment and propose a new service that 

can be generalized to a wide variety of contexts throughout Europe and the world, it is necessary 

to work directly on the scale of several thousands of species. On the other hand, it is very useful to 

know the regional context in order to improve the results of automatic identification by filtering 

them on the local flora. In order to achieve this dual objective, one of GUARDEN's first 

achievements was to migrate the Pl@ntNet database to a single global taxonomic repository that 

could be adapted to the regional scale.  The only global repository meeting this requirement is the 

POWO repository  (Plant Of the World Online) established and maintained by KEW Botanical 

Gardens in partnership with key partners such as the International Plant Names Index (IPNI), the 

https://powo.science.kew.org/
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Global Biodiversity Information Facility (GBIF), the IUCN Red List of Threatened Species and the 

Taxonomic Databases Working Group (TDWG). It provides authoritative information on plant 

species worldwide and offers detailed data on plant taxonomy, distribution, and conservation 

status, making it an invaluable resource. A key feature with regard to our objective is the maps 

generated from the level 3 TDWG geographical codes in the WCVP database and refreshed weekly 

on POWO. These maps provide the list of species present in each of the TDWG level 3 botanical 

regions of the world (illustrated in Figure 2) and thus, they can be used to contextualize the 

Pl@ntNet platform's functionalities to a regional flora, including the analysis of the vegetation 

survey images (e.g., quadrats). This development means that the plant community analysis service 

(described below) can be adapted to the flora species in the project's various case studies. This 

regional contextualization of Pl@ntNet thanks to POWO has required significant development 

work. All software layers are indeed impacted: the database, the data access layer, the AI engine, 

and the web and mobile front-ends. 

 

FIGURE 2: PL@NTNET INTERACTIVE MAP OF THE TDWG LEVEL 3 BOTANICAL REGIONS ALLOWING TO 

CONTEXTUALIZE THE PLATFORM FEATURES TO A PARTICULAR FLORA (INCLUDING THE ANALYSIS OF VEGETATION 

QUADRAT IMAGES) - ONLINE VERSION:  HTTPS://IDENTIFY.PLANTNET.ORG/ 

 

3.2 Algorithms investigated 
The analysis of plant quadrat images is a very different task from that usually handled in Pl@ntNet. 

In current Pl@ntNet applications, the aim is to identify a single specimen thanks to a few images 

of the entire plant and close-ups of discriminating organs (flower, fruit, leaf, etc.). Quadrat images, 

on the other hand, contain dozens of specimens of different species in a single multi -label HD 

image. Moreover, the shooting conditions are very different. While Pl@ntNet images are often 45° 

or profile views, quadrat images are systematically top views, so that the visual patterns can be 

very different between the two types of content.  

Because of these differences, the base Pl@ntNet model could not be used directly to analyse plant 

quadrat images. The model in production at the start of GUARDEN (a convolutional neural 

network) was particularly unsuitable for this type of image, as this type of model has difficulty in 

https://web.archive.org/web/20160125135239/http:/www.nhm.ac.uk/hosted_sites/tdwg/TDWG_geo2.pdf
https://powo.science.kew.org/about-wcvp
https://identify.plantnet.org/
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jointly analysing small regions of the same image. So, one of the first things we did in GUARDEN 

was to migrate the Pl@ntNet model to a new type of deep neural network, namely a vision 

transformer. This type of model is in fact based on a principle of self-attention, which is recognized 

as allowing to better model the interactions between the different regions of a single image. We 

are particularly interested in the so-called "foundation" models, which are pre-trained in a self-

supervised manner on gigantic quantities of images. In order to evaluate the potential of these 

models, we first trained and evaluated two of them on the classic Pl@ntNet database (i.e., on 

single-specimen observations). We selected the BEIT [1] and DinoV2 [2] models, both known for 

their excellent performance on a wide range of downstream tasks and their good balance in terms 

of computation time and consumption. As shown by the results presented in Table 2, we 

demonstrated that these two models significantly improve performance compared to the 

Inception V3 model used in Pl@ntNet beforehand. With DinoV2 showing a slight superiority and 

being co-developed by another team at Inria (THOTH), we ultimately decided to integrate this 

model into Pl@ntNet’s workflows, i.e. into Pl@ntNet’s offline training pipeline and into 

Pl@ntNet’s online identification engine. After a testing phase on a reduced portion of the incoming 

Pl@ntNet’s data flow, it was officially put into production in October 2023. 

TABLE 2: PERFORMANCE OF THE INVESTIGATED MODELS ON SEVERAL TEST SETS USED OF THE PL@NTNET’S 

EVALUATION PLATFORM 

Model Dataset 

  Jones et al. 2020 
(selection of 
species from 
Britain and Ireland) 
[3] 

Jakuschona et al. 
2022 (selection of EU 
invasive species) [4] 

Selection of (difficult) 
Mediterranean species 
(identified by Errol Vela) 

Pl@ntNet 
Inception V3 

0.76 0.62 0.34 

Pl@ntNet  BEIT  0.86 0.77 0.52 

Pl@ntNet 
DinoV2 

0.92 0.77 0.52 

 

Despite their better performance on Pl@ntNet's classic observations, the foundation vision 

transformers are not necessarily capable of directly handling high-resolution multi-specimen 

images. In collaboration with the MAMBO EU project, we conducted a study evaluating this type 

of model on multi-specimen HD images acquired by a vehicle-mounted camera (ongoing 

publication). We demonstrated that they were much better than convolutional neural networks at 

directly identifying all the individuals in an image, but it was still more efficient to use a tiling 

approach. This involves cutting the HD image into a multi-scale grid of small images, analysing each 

small image with the backbone model, and aggregating the local predictions via a fusion head. 

Therefore, we oriented ourselves towards this type of approach for the quadrats as well.  

In Figure 3, we provide a schema of the model that is currently being integrated in Pl@ntNet for 

the analysis of the vegetation quadrats in the API and the web front-end (see section 519 for more 

details).   

https://team.inria.fr/thoth/team-members/
https://academic.oup.com/aobpla/article/12/6/plaa052/5910496
https://academic.oup.com/aobpla/article/12/6/plaa052/5910496
https://academic.oup.com/aobpla/article/12/6/plaa052/5910496
https://academic.oup.com/aobpla/article/12/6/plaa052/5910496
https://publications.jrc.ec.europa.eu/repository/bitstream/JRC128240/easin_expert_pool_jrc_report_online_corrected_2.pdf
https://publications.jrc.ec.europa.eu/repository/bitstream/JRC128240/easin_expert_pool_jrc_report_online_corrected_2.pdf
https://publications.jrc.ec.europa.eu/repository/bitstream/JRC128240/easin_expert_pool_jrc_report_online_corrected_2.pdf
https://fr.wikipedia.org/wiki/Errol_V%C3%A9la
https://fr.wikipedia.org/wiki/Errol_V%C3%A9la
https://fr.wikipedia.org/wiki/Errol_V%C3%A9la
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FIGURE 3: SCHEMA OF THE TILING-BASED MODEL INTEGRATED IN PL@NTNET FOR THE ANALYSIS OF VEGETATION 

SURVEY HD IMAGES (VEGETATION QUADRATS IN PARTICULAR)  

 

3.3 Evaluation in the context of PlantCLEF 2024 
In order to evaluate the algorithms developed in a generic and repeatable way, we have set up a 

new benchmark dedicated to the analysis of plant quadrats as part of the PlantCLEF machine 

learning competition (in the context of the LifeCLEF international virtual lab).  The aim of the such 

competition is to encourage the scientific communities working on AI, machine learning and 

computer vision to embrace a new theme and progressively increase their knowledge and 

technological capabilities. It comprises several phases over a period of 6 months: (i) preparation 

of the data and set up of the testbed, (ii) promotion of the event (call for participation, 

advertisement in conferences, etc.), (iii) opening of the competition for about 2 and a half months, 

(iv) closing of the competition and writing of technical reports by the participants, (v) 

dissemination of the results and main outcomes through scientific papers.  

Concerning the data, we created a new test set in the context of GUARDEN based on the quadrat 

images collected or acquired as part of the French case studies (by CBNMed & CIRAD). It is 

composed of a total of 1,695 high-resolution images of vegetation plots in different floristic 

contexts, including Pyrenean and Mediterranean floras. Each image is labelled with all the species 

present in the quadrat thanks to the identifications made by experts in the field. The shooting 

protocol varies significantly from one context to another: the use of wooden frames or measuring 

tape to delimit the plot or not, angles of view more or less perpendicular to the ground. The quality 

of the images also varies depending on the weather, and can result in more or less pronounced 

shadows, blurry areas, etc.  

In addition to the test set, we also provided a very large-scale training dataset of images of 

individual plant images. It is actually a subset of the full Pl@ntNet database (focusing on south 

western Europe) completed by additional images from GBIF for the less represented species. In 

total, the dataset contains 1.4 million images and covers 7,806 plant species.  

 Two pretrained models were shared through Zenodo. They are based on the same architecture as 

the one integrated in Pl@ntNet (DinoV2) but they were fine-tuned on the PlantCLEF 2024 subset 

(1.4 million images from south western Europe) rather than the full Pl@ntNet dataset (9 million 

images worldwide). Sharing the models with PlantCLEF participants aimed to encourage broader 

participation, especially from teams that might struggle to access the computational power 

required for training a plant image identification model on large datasets.  

https://www.imageclef.org/node/315
http://www.lifeclef.org/
https://doi.org/10.5281/zenodo.10848263
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The competition itself is organised using the HuggingFace competition web portal and is open to 

researchers, data scientists, engineers, and students from around the world. It provides an 

ergonomic platform for both seasoned professionals and newcomers who can showcase their 

skills through a public leaderboard. The primary evaluation metric to compare the different 

algorithms is the F1 score, which requires both very good recall and very good precision.  

A more detailed description of the challenge and a discussion of the official results achieved by the 

participants can be found in a technical report [5] published in CEUR-WS proceedings (as part of 

the CLEF process). As organisers of the challenge, we are not officially taking part in the 

competition, but we can evaluate our models using the same methodology.  gives an overview of 

the performance achieved by the methods of the participants as well as our own models (denoted 

with Pl@ntNet in the name). Pl@ntNet-prod-SW-EU and Pl@ntNet-prod-WORLD correspond to 

the algorithm integrated in Pl@ntNet platform at the time of writing, with or without filtering on 

the regional flora (i.e., South-Western Europe). This shows that the regional filtering based on 

POWO and TDWG regions is very effective. It allows gaining around 5 points of F1 score. Pl@ntNet-

lab is an improved version of the algorithm for which we optimized a number of hyper-parameters 

and that will help setting up the next version to be deployed in production. We can observe that 

one of the participant (the “Atlantic” team) outperforms our best method by more than 6 points 

of accuracy whereas they are using exactly the same backbone model (i.e. the one that we share 

on Zenodo). Their improvement comes from the fact that they have combined our model with a 

generalist segmentation model [6] in order to reject regions that are not plants (such as rocks, 

sand, soil, lichen, etc.). These non-plant coverings generate a large number of false alarms with the 

base model and the good performance obtained by Atlantic show that it is important to detect and 

reject them. In future versions of the algorithm in production in Pl@ntNet, we intend to include 

explicit reject classes covering a large diversity of non-plant coverings. The use of a generalist 

segmentation model like [6] is actually risky as it could also remove many plants in other contexts. 

It is also very costly in terms of computing resources and time.  

https://huggingface.co/competitions
https://www.clef-initiative.eu/
https://doi.org/10.5281/zenodo.10848263
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FIGURE 4 OVERVIEW OF THE PERFORMANCE ACHIEVED ON THE PLANTCLEF 2024 DATASET BY THE METHODS OF 

THE PARTICIPANTS AND THE ONES DEVELOPED WITHIN GUARDEN (DENOTED WITH PL@NTNET IN THE NAME). 
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4 Algorithms for bird sound recordings 
This section describes the methodology used to train algorithms for analysing the sounds of bird 

communities. Organised into 4 sub-sections, it provides an understanding of (i) the issues and 

objectives (sub-section 4.1), (ii) the methodology used to select the species and data considered 

(sub-section 114.2), (iii) the performance achieved (sub-section 4.3), (iv) the results (sub-section 

4.4). 

4.1 Goals for sound recognition 
Bird sound classification with machine learning has been addressed by various researchers [7][8]. 

In order to provide a classifier for the GUARDEN project, we set ourselves the following goals: 

• Classifier performance: 
o Multi-label: able to identify 1 or more species in a given audio clip; 
o Covering over 500 European bird species; 
o With over 75% mean-average-precision (mAP) typical performance. 

• Fully open and reproducible method (e.g., training data); 

• Make best use of available open data, and of pretrained models where appropriate; 

• Document the sound recognition quality for both smartphone audio recordings and for 

some common acoustic monitoring devices, in European habitats. 

4.2 Species list selection and training data curation 
Our main aim is to build a model allowing for the monitoring of European breeding birds. To select 

the target set of species, we used the 2nd European Breeding Bird Atlas (EBBA2)1. We selected all 

birds in EBBA2 identified as breeding in Europe, which also includes all birds normally wintering or 

migrating in our target geography (running up to the Ural in the east). This list includes all birds 

found breeding in Europe in the period 2013-2017 including established non-native species. 

We then downloaded corresponding audio data from Xeno-canto, the citizen-science open data 

source for animal sound recordings2. We used the Xeno-canto API to select sound recordings 

preferentially of high quality, and recorded in Europe. Xeno-canto is the largest open access 

database of nature sounds; the data covers all European breeding birds, although for some very 

rare species the number of recordings is limited. Xeno-canto has the benefit that the overall quality 

of recordings is good and the identification is reliable due to peer-review by other contributors. A 

further advantage is that the data is largely open access so that future models can make use of the 

same source of training data. 

To achieve a minimum requirement of at least 10 recordings per species in order to train the 

recognition algorithm, we curated a list of 438 bird species for AvesEcho v0, a multi-class (single-

label) model (see Section 4.3.1). 

We later trained a multi-label model. For this, we relaxed our audio selection criteria in order to 

include more species from the EBBA2 list: for species where we did not have enough recordings, 

we also incorporated example recordings from outside Europe. We added recordings from outside 

Europe for all species with less than 50 recordings to make the total for a species up to 50. This 

curation resulted in a list of 585 species for the multi-label model AvesEcho v1 (see section 4.3.2). 

 
1 https://ebba2.info/  
2 https://xeno-canto.org/  

https://ebba2.info/
https://xeno-canto.org/
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4.3 Algorithms investigated 
4.3.1 Prototype: AvesEcho v0 
In order to establish a clear starting-point and keep control of project complexity, we first trained 

a classifier based on standard good practice in the field, using single-label classification, meaning 

the system assumes only one species is active at any given time. This matches with the majority of 

items in the training data. 

Neural network architecture: Although CNNs are common in this domain, and considered reliable, 

Transformer architectures are increasingly of interest. We thus compared CNN architectures 

against Transformer architectures derived from the “Vision transformer”. Both methods use the 

same type of input (spectrograms). 

We explored various transfer learning paradigms: transferring from BirdNET, an open-source 

model which is trained exclusively on bird sounds, as well as other open-source models trained on 

AudioSet, a dataset of general audio. We found that pre-training with BirdNET yielded the best 

performance. 

We utilized mostly CNN architectures and one transformer architecture in our models. Each model 

takes as input a spectrogram calculated from the audio. Among the transfer learning techniques, 

we experimented with shallow fine-tuning (where only the last layer is trained while the pre-

trained backbone remains frozen), deep fine-tuning (where all parts of the model are trained), and 

teacher-student model distillation (where training is transferred from a pre-trained model, the 

teacher, to another model, the student). All methods were able to achieve an F1 score above 60%, 

with knowledge distillation outperforming fine-tuning in this case (Error! Reference source not 

found.Table 3 

TABLE 3: PERFORMANCE OF CLASSIFIERS ON THE HELD-OUT DATASET FROM XENO-CANTO USING THE F1 SCORE 

METRIC, FOR SINGLE-LABEL CLASSIFICATION. IN THE FIRST MODEL, KNOWLEDGE IS DISTILLED FROM BIRDNET TO 

THE PASST (TRANSFORMER) MODEL. IN THE SECOND MODEL, ALL LAYERS OF THE PASST MODEL, PRE-TRAINED ON 

AUDIOSET, ARE FINE-TUNED FOR OUR SET OF BIRD CLASSES. THE THIRD MODEL INVOLVES TRAINING A DENSE LAYER 

ON TOP OF THE BIRDNET BACKBONE. IN THE FOURTH MODEL, ALL LAYERS OF THE PASST MODEL, PRE-TRAINED 

ON AUDIOSET, ARE FINE-TUNED FOR OUR SET OF BIRD CLASSES. 

Model F1 score 

BirdNET -> PaSST  (knowledge distillation) 70.4% 
PaSST (deep fine-tuning) 67.9% 

BirdNET (shallow fine-tuning) 67.6% 

PSLA (deep fine-tuning) 63.2% 

 

AvesEcho v0 was also explored by a third party (Sovon, Netherlands) using a separate dataset of 

field recordings made in the Netherlands. This unpublished analysis indicated that our method was 

appropriate, with performance levels similar to state of the art in the domain. 

4.3.2 AvesEcho v1 
In order to create a high-quality recognition algorithm, beyond our baseline system, we made 

various considerations based on data characteristics and based on experience with the prototype 

system. 

In many soundscapes, multiple bird species vocalize simultaneously. Consequently, unlike our 

previous single-label model (AvesEcho v0), we trained our classifiers in a multi-label fashion. The 
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training data typically include either a single species or one "foreground" species along with some 

labeled background species, prompting us to explore the best ways to utilize such annotations. 

Additionally, we expanded the number of classes for this model to 585. 

As for the single-label model (AvesEcho v0), the question arises whether pretraining is necessary, 

and if so, whether it should be derived from birdsong or more general audio. [9] demonstrated 

that pretrained features from BirdNET are both powerful and flexible. Therefore, we compared 

BirdNET pretraining (birdsong-based) with AudioSet pretraining (based on general audio from 

human soundscapes). 

These considerations and combinations were explored by training multiple variants of the machine 

learning algorithm, using the same standard training set and protocol. As with the single-label 

scenario, knowledge distillation outperformed both shallow and deep fine-tuning (Table 4). 

Examining the mAP performance per-species (Figure 1 

TABLE 4: PERFORMANCE EVALUATION OF MULTI-LABEL CLASSIFIERS FOR BIRD SOUND. WE USE TWO METRICS 

WHICH ARE COMMON IN EVALUATING MULTI-LABEL SYSTEMS: MEAN AVERAGE PRECISION (MAP) AND AREA UNDER 

THE RECEIVER OPERATING CURVE (AUROC).  

Model mAP AUROC 

BirdNET -> PaSST  (knowledge distillation) 71% 95% 
BirdNET -> PSLA (knowledge distillation) 67% 94% 

BirdNET (shallow fine-tuning) 68% 95% 

PaSST (shallow fine-tuning) 43% 91% 

PaSST (deep fine-tuning) 64% 92% 

PSLA (deep fine-tuning) 64% 94% 

 

 

FIGURE 5: COMPARATIVE EVALUATION OF 4 POTENTIAL DEEP LEARNING CONFIGURATIONS FOR AVESECHO MULTI-
LABEL MODEL: TRANSFORMER (SECOND AND THIRD) VERSUS CNN, AND BIRDNET PRETRAINING (FIRST AND 

SECOND) VERSUS AUDIOSET PRETRAINING. FOR EACH SYSTEM, THE MEAN AVERAGE PRECISION (MAP) SCORES ARE 

INDICATED: THE OVERALL SCORE (BOX-AND-WHISKER) AND HOW THIS IS DISTRIBUTED ACROSS THE TARGET SPECIES 

(VIOLIN PLOT SHAPES).  
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The final, productised AvesEcho v1 makes possible to choose which of the two leading models are 

used (BirdNET -> PaSST knowledge distillation, BirdNET shallow fine-tuning). The default is to run 

the more efficient of the two methods (shallow fine-tuning). 

4.4 Discussion: automatic bird sound recognition 
We successfully achieved our goal to create a bird sound classifier trained only on open data, which 

can recognise over 500 European species, in multi-label fashion. The average mAP score is 71% and 

for a large number of species it is over 75% at the species level. For some species, the per-species 

mAP is below 75%, due to some species being inherently poorly represented in the training data. 

Thus, some caution is advised when interpreting the classifier decisions regarding those species. 
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5 Web services for community-level species identification 
In this chapter, we introduce the web services developed for community-level species 

identification. These services leverage a harmonized API to facilitate automatic recognition 

predictions across various media types and tasks. By providing a standardized service, we aim to 

ensure compatibility with existing biodiversity monitoring standards and support future, more 

complex use cases. Here, we outline the functionalities of the API, detail its input and output 

formats, and describe the specialized web services developed for image and sound identification. 

5.1 Harmonised API 
We developed a common API for automatic recognition predictions. We refer the reader back to 

D2.6 “Technical specifications” for further technical details: in this report we describe the goals 

and functionality as needed for the community-level species identification services. 

The goal of our API definition is to cover a large number of use cases for different media (images, 

groups of images, video, sound, radar, etc.) and different tasks (classification, detection, 

segmentation, tracking, etc.). Another goal is to provide high-level compatibility with existing 

standards such as Camtrap DP3, COCO4, Audiovisual Core5 (all of which are standards at varying 

degrees of maturity, used in biodiversity image monitoring, partly but not completely covering our 

requirements), while allowing room for future more complex use-cases. The format also supports 

concepts such as Linked Open Data, Machine Learning Provenance, and API versioning. 

The image and sound algorithms are made available for use through an instance that provides this 

API. Please note that separately from this, the algorithms will also be shared within the GUARDEN 

network (e.g., for partners to use offline) and in most cases these will also be published openly. 

5.1.1 The harmonised API in brief 
API input: The input to the API can be a single media item, a sequence (ordered) or a set 

(unordered) of media items. Region groups can be formed between regions in a media item and 

between media items. The format supports multi-task predictions, for example per region group 

you can have a multi-class output, a multi-label output, and predict a scalar.  

API output: The fundamental structure of the results format is: regions (geometric areas) are 

described in the input media. These regions are grouped into region groups. One or more 

predictions are given per region group. 

The JSON schema is given here: 

https://gitlab.com/arise-biodiversity/schemas/-/blob/main/schema_dsi_algorithm_predictions.json  

An example output is given here: 

https://gitlab.com/arise-biodiversity/schemas/-

/blob/main/examples/example_apioutput_diopsis.json  

A detailed explanation of the different fields of the ARISE API is provided in report D2.6. 

 
3 https://camtrap-dp.tdwg.org/, a data exchange format for camera trap data. 
4 https://github.com/agentmorris/MegaDetector/tree/main/megadetector/data_management, a data format widely used in 
computer vision for object detection, image segmentation, and image classification tasks. 
5 https://ac.tdwg.org/, an international standard dedicated to represent metadata for biodiversity multimedia resources and 
collections. 

https://gitlab.com/arise-biodiversity/schemas/-/blob/main/schema_dsi_algorithm_predictions.json
https://gitlab.com/arise-biodiversity/schemas/-/blob/main/examples/example_apioutput_diopsis.json
https://gitlab.com/arise-biodiversity/schemas/-/blob/main/examples/example_apioutput_diopsis.json
https://camtrap-dp.tdwg.org/
https://github.com/agentmorris/MegaDetector/tree/main/megadetector/data_management
https://ac.tdwg.org/
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5.1.2 Special cases in the recognition API 
How to refer to the same individual/object over multiple frames: In simple cases, a single 

"media_group" refers to one or more media files (e.g., images) or subregions (e.g., bounding 

boxes), and the media group’s "id" is an identifier that allows you to give a species prediction that 

applies to the whole set. You may also be tracking individual animals across a sequence, so 

optionally you can also use "individual_id" to give a label that enables your system to group 

multiple media_group items as representing the same individual. Both these identifiers are opaque 

strings, so they can be project-specific, choose whatever labels you like. 

Multiclass versus multilabel: Consider the following collection of species and probabilities:  

["Blackbird", 0.7], ["Robin", 0.2]]. 

Which of the following two possible meanings do we use? 

1. these probabilities are mutually exclusive, and there is only one label to be given ("single-
label multiclass classification"), or 

2. these probabilities are independent, and both birds - or neither - might truly be present 
("multi-label classification"). 

Some systems are trained for one, some for the other. We implement this within the predictions 

output by the tag “type: multiclass” or “type: multilabel”. This resolves a potential ambiguity.  

5.1.3 Documentation, validation, and maintenance of the API standard 
The API standard is developed using JSON Schema which allows users to automatically validate 

their output to check that it matches the schems. Documentation is maintained in the Git 

repository alongside the schema document. 

The standard is versioned (using git tags), so that future updates can be handled clearly. As of the 

time of writing, the current version is 1.0. 

5.2 Pl@ntNet Web service 
5.2.1 Description 
Pl@ntNet offers a series of RESTful JSON based Web services that allow IT applications developers 

(internal or external to GUARDEN) to benefit from Pl@ntNet’s features, such as image 

identification. Those services are generally accessible and self-described through https://my-

api.plantnet.org , and require an account and an API key to be used (see “Security” below). 

In T3.1, we specifically developed new services dedicated to community-level multi-species 

identification. They allow running the vegetation survey analysis model as a service. The services 

are based on a multi-scale tiling principle, the parameters of which are defined automatically, but 

can also be customised (e.g., number of scales, tile sizes, resetting, type of results returned, etc.). 

The different routes currently available (Figure 6) were designed to match different usages, from 

a generic usage case to a fully customizable one. Those routes are subject to change by the end of 

T3.1 (see perspectives in section 6.2). 

https://json-schema.org/
https://gitlab.com/arise-biodiversity/schemas
https://gitlab.com/arise-biodiversity/schemas
https://my-api.plantnet.org/
https://my-api.plantnet.org/
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FIGURE 6: MULTI-SPECIES VEGETATION SURVEY ROUTES CURRENTLY AVAILABLE ON MY PL@NTNET API.  

 

An image representing a plot and including multiple individuals and species is submitted to the 

service, along with a set of parameters depending on your use case. Default parameter values are 

provided. 

The service returns the list of detected species among the whole image, along with multiple 

indicators allowing to assess the results quality. 

See “Input / output formats” below for details. 

5.2.2 Input / output formats 
The input and output formats are subject to change by the end of task 3.1, to adapt to further 

improvements on the identification engine side − see “Perspectives” below for details. 

Input 

Input must include: 

• image at a high resolution (for ex. 4000x3000px), in JPEG format 

• optional parameters driving the tiling process that will be applied before identifying 
species: tiles size, position, x/y stride, etc. 

• optional parameters affecting the species identification results: minimum AI detection 
score for a species to be considered present, etc. 

• optional parameters affecting the output: genus-level statistics, family-level statistics 

 

FIGURE 7: INPUT PARAMETERS EXAMPLE, IN CURL FORMAT.  
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Output 

The service response (in JSON format, e.g., Figure 8) may include the following information, 

depending on the input parameters: 

• list of detected species ranked by score decreasing 

• for each detected species 
o percentage of presence among the submitted image 
o number of tiles this species was detected in 
o list and position of tiles this species was detected in, along with the detected organ 

in each tile 
o highest AI score among all tiles the species was detected in 

• list of detected genera ranked by score decreasing 

• list of detected families ranked by score decreasing 

• list of detected organs along with occurrences count 

• number of identification queries performed 

• status and execution time 

• identification engine version 

 

FIGURE 8: TRUNCATED EXAMPLE OF JSON OUTPUT.  

 

5.2.3 Security 
Access to Web services is restricted through a mechanism of API keys. Developers should create 

an account on My Pl@ntNet at https://my.plantnet.org and contact the team to obtain permissions 

https://my.plantnet.org/
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for the multi-species identification routes. The API key must be provided with each call to the Web 

services. 

A rate limiter guarantees that no excessive usage of the service is made, that would negatively 

impact the infrastructure. 

A GDPR-compliant usage tracking is performed, that gathers anonymous usage data to allow 

performance analysis and improvements as the usage increases. 

Unit tests suites are run periodically during the development phases to ensure that no regression 

is unintentionally introduced and services stay available and reliable. 

 

5.2.4 Usage  
The web service is already used by several projects/organization including:  

▪ (i) a Biodiversa+ pilot project on the monitoring of invasive alien species (coordinated by 

the Danish Ministry of the Environment through Aarhus University). A high throughput data 

stream of roadside images is continuously produced by a camera-mounted vehicle (in 
Denmark) and processed by GUARDEN’s vegetation survey identification web service. 

Several hundreds of thousands of images have already been processed, and several millions 

are planned for the coming years. 

▪ (iii) an international consortium participating to the X-prize rain forest challenge (the 
“Brazilian team”, selected as one of the 6 finalists out of 38 participating teams). The web 

service is used to identify plant species in drone images of the canopy and in terrestrial 

robots images on the ground. Several thousands of pictures have already been processed, 

including the ones acquired in real-time during the semi-final phase of the competition. The 
final phase took place on July, 2024. 

▪ (ii) a French project developing innovative AI solutions for agroecology (Pl@ntAgroEco). 

Experiments on a dataset of a few hundred vegetation cover images have been conducted 

by a researcher from INRAE (Fabrice Vinatier, LISAH  lab). A PhD thesis in the field of agro-

ecology will begin in October, following on from these preliminary experiments. 

 

5.2.5 Perspectives 
Improvements are expected to be developed by the end of the year, according to the changes that 

are currently being made in the multi-species identification engine. This will include: 

• new routes naming based on “/survey” instead of “/quadrat”, to reflect the plot -related 
vocabulary and concepts used in Pl@ntNet’s public interfaces 

• changes in input format, to reflect new parameters format required by ID engine updates  

• changes in output format, to get a more compact response and ease the parsing process 
in partners applications 

Current routes will be preserved for backwards compatibility, although marked as deprecated to 

discourage their usage in the future. 

Additionally, it is considered to grant access to multi-species identification routes to all My 

Pl@ntNet accounts, without the need of requiring specific permissions.  

https://www.biodiversa.eu/2024/02/02/pilot-on-invasive-alien-species-monitoring-first-year-report/
https://www.xprize.org/prizes/rainforest
https://plantnet.org/plantagroeco/
https://www.inrae.fr/en
https://www.umr-lisah.fr/en/
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5.3 Arise sound ID service 
Arise is the Dutch national IT infrastructure for detection and monitoring of multicellular species, 

which incorporates DNA, image, and sound recognition. For the GUARDEN project, Arise is the host 

system for the sound recognition service. 

For automatic species recognition of sounds, the appropriate part of the Arise infrastructure is 

illustrated in Figure  SEQ Figure \* Arabic 9. The system provides a “repository” for many machine 

learning algorithms, including AvesEcho. Each such algorithm is uploaded as a “container” using 

Docker/Apptainer, accompanied by a metadata file which specifies information such as the type of 

media accepted, and the range of taxa that the algorithm can recognise. 

In order to run these algorithms at large scale, Arise uses cloud storage for data, and makes use of 

a high-performance computing platform called Snellius run by the Dutch national research IT 

organisation (SURF). Results of this processing are stored back to the cloud and can be explored 

using a user interface or downloaded for further analysis. 
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FIGURE  SEQ FIGURE \* ARABIC 9: ARISE SPECIES IDENTIFICATION  SYSTEM ARCHITECTURE . BLUE BOXES: THE 

MAIN COMPONENTS THAT WOULD BE USED TO ANALYSE A BATCH OF DATA . RED BOXES: USER INTERFACES. 
DASHED/FAINT BLUE BOXES: PLANNED COMPONENTS NOT YET AVAILABLE. GREY BOXES: SERVER PLATFORM 

REGIONS.  

• Security: access for users is by user ID and password, with GUARDEN users having 
individual or collective private access to their media items and predictions. Access for 
automated (API) calls will be by authentication key tokens. 

o Please note that access to the Arise platform is currently available only to internal 
users, which means that NBC colleagues can access the system, but other 
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GUARDEN partners will access it indirectly via NBC. Wider third-party access is on 
the roadmap for Arise. 

• Data storage and privacy: Data storage is in the Arise service (a data centre located within 
the Netherlands). Media items may be stored in the Arise servers for future reference, 
though this is not the primary storage and users are expected to keep their own copies if 
needed. Predictions from the machine learning algorithm are made available to GUARDEN 
users and automated access, and are also stored in Arise long-term. The media items (and 
predictions) stored on the Arise servers can be kept private, or shared outside the project, 
according to the data owners’ wishes on a per-data-source basis. 

5.3.1 User access to Arise 
Direct user access to Arise is provided via dedicated user interfaces. Authentication/authorisation 

is handled by SURF via OAuth. Data is ingested through one of multiple authorised routes. An 

authorised user then has the facility to define subsets of available data to create a batch analysis 

job, which is scheduled to be run on the Snellius server. 

When results are available, they can be browsed visually using the web interface (Figure 9): 

predicted species are visualised alongside the spectrogram of the image. The predictions can also 

be downloaded as a spreadsheet or a more complete JSON file with extensive metadata. 
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FIGURE 9: ARISE DSI MEDIA BROWSER, SHOWING AUDIO FILES INGESTED (UPPER PANEL). THE USER CAN CLICK ON 

A FILE TO VIEW PREDICTIONS (LOWER PANEL), AND CAN EXPORT THE PREDICTED ANNOTATIONS IN BULK.  

 

Programmatic access to Arise results is in development, using token-based authorisation. This is a 

separate route than the web-based graphical user interface. 

 

5.4 Pl@ntNet GUI 
A web front-end dedicated to end-users carrying out vegetation surveys such as conservationists, 

botanists, ecologists, citizen scientists is being developed within Pl@ntNet. It is accessible through 
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Pl@ntNet web portal for users with access rights (mainly GUARDEN partners involved in the 

project’s case studies so far). It allows registered users to (i) create a survey with associated 

metadata (title, description, date, geo-location, preferred flora, EUNIS habitat), (ii) populate the 

survey with HD images of the plot and/or classical Pl@ntNet observations of individual plants, (iii) 

automatically identify the species present (with the algorithms described in section 3) and manage 

the list of validated species, (iv) automatically compute the coverage percentage of each species  

(with the algorithms described in section 3) and/or edit it manually, (v) explore the collected data 

through galleries, filter and maps. As part of an agile development process, 3 successive versions 

of the Pl@ntNet GUI have been developed for analysing plant communities. These are described 

in details below: 

 

5.4.1 Plot V1 (mid 2023) 

• Single Image Identification: This feature enables users to identify multiple species from a 
single image. While users can submit multiple images, identification is processed 
individually for each image. 

• List of Species and Observations: Users are able to compile a list of species and classical 

individual Pl@ntNet observations. 

5.4.2 Plot V2 (early spring 2024) 

• User Experience Improvement Based on V1 Feedback: Enhancements were made to the 
user interface and overall experience, incorporating feedback from V1 users (mainly 
partners involved within the project’s cases studies), to ensure a smoother and more 
intuitive interaction. 

• Mobile Experience Optimization: Updates focused on optimizing the mobile consultation 
of the web interface, enabling users to efficiently conduct surveys and record observations 
while in the field. 

• Streamlined Species List for Surveys: The process of adding species to surveys was 
streamlined, allowing faster input and reducing time spent on data entry. 

• Geolocation Addition for Vegetation Surveys: This feature enables users to geolocate their 
surveys. 

• EUNIS Habitat Integration: Users can attach a EUNIS habitat to their vegetation surveys. 

• Multi-Image Identification: Users can now identify species from multiple images, 
improving accuracy and reliability by providing more visual information. 

5.4.3 Plot V3 (summer 2024) 
This last version includes developments in progress, which will be deployed during the second 

period of the project.   

5.4.3.1 Spatial Organization 

• Improved Plot Organization: This feature will allow users to spatially organize their plots, 
facilitating easier management and visualization of data from different transects within the 
same area. 

• Group Sharing for Community Collaboration: Surveys can be grouped and shared with a 
community, promoting collaboration and data sharing among users working on similar 
campaigns. 

• Geolocation for Groups of Surveys: Users can geotag groups of surveys, simplifying the 
process and ensuring consistent location data for surveys conducted at the same site. 

https://identify.plantnet.org/
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• Map Display of Group Surveys: This feature will display all surveys within a group on a map, 
providing a visual overview and enhancing spatial analysis capabilities. 

• Dedicated Groups for Specific Campaigns: Organizers can create groups dedicated to 
specific campaigns, consolidating surveys from multiple users and facilitating coordinated 
efforts. 

5.4.3.2 Time Organization 

• Temporal Plot Organization: Users will be able to manage recurring plots over time, 
ensuring consistent monitoring and data collection. 

• Support for Recurring Surveys: This feature will support regular surveys of the same plot, 
enabling users to track changes and trends over time. 

• Temporal Comparison of Species Lists: Users will be able to compare species lists over 
different time periods, providing insights into temporal changes in vegetation. 

 

Screen shots illustrating the web front-end are provided in Figure  SEQ Figure \* Arabic 11 and 

Figure 10 

 

 

FIGURE  SEQ FIGURE \* ARABIC 11: SCREENSHOTS OF THE NEW PL@NTNET’S  WEB FRONT-END FOR VEGETATION 

SURVEYS ON DESKTOP AND ON MOBILE.  
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FIGURE 10: SCREENSHOTS OF THE NEW PL@NTNET’S WEB FRONT-END DEDICATED TO THE MANAGEMENT AND 

ANALYSIS OF VEGETATION SURVEY IMAGES.  
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6 Conclusions 
In deliverable D3.1 we document how we have developed, refined, and deployed two advanced 

ML recognition frameworks within a common technical specification: images for recognition of 

plant quadrats, and sounds for recognition of bird vocalisations. In both cases, these services 

perform multiple simultaneous species recognition, thus providing a fundamental component of 

community-level evidence for biodiversity monitoring. 

The web services are available for use and have also been used to analyse data within the context 

of the GUARDEN case studies, thus ensuring the value of these case studies. 

We have also worked with open data, open-source code, and a public evaluation challenge. Our 

approach maximises the open science dimension of this work, ensuring that the impacts of our 

developments in ML species recognition can be felt more widely than the GUARDEN project, and 

the impacts can be durable beyond the end of the project. 

Let us consider these contributions in light of the aims expressed in the DoA task description: 

• “produce dedicated datasets” of plant quadrat images: 

o The datasets for this task were created: a test set of 1,695 high-resolution quadrat 

images with detailed annotations, and a training set of 1.4 million images. 

• “evaluate different deep learning frameworks to solve these problems” 

o For both the image and the sound tasks, we have evaluated different deep learning 

frameworks, extensively reported in this document. 

• “test the robustness of a holistic and common approach on different EU habitats” 

o For both the image and the sound tasks, we have created holistic/common models 

trained across all EU habitats, and evaluated the robustness of their performance. 

• For image recognition: “Three complementary levels of precision: (1) provide the 

recognition of coverage of open ground, vascular plants, and mosses, (2) recognition of 

the three visual classes with an indication of the vascular plant diversity (number of 

species), and (3) provide more detailed taxonomic information for flowering plant species. 

It is aimed to reach level 1 or 2 as products and test the possibilities for development of 

level 3.” 

1. The first level, classifying between "open ground, vascular plants, and mosses" has 

not yet been deployed, but is on the 2024 roadmap for the relevant team (see also 

the discussion of “SAM” in Section 3.3). 

2. Recognition of "vascular plant diversity (number of species)" is one of the outputs 

implemented, based on the number of “top-1 predicted species” encountered in a 

quadrat image. 

3. Additionally, to species-level predictions, the plant image recognition service also 

returns a coverage estimation for each detected species. 

• “Access to a dedicated web service will be provided (one for plant, one for bird) to allow 

its use in production for precision level 1 and 2, by the largest number of beneficiaries in 

Europe.” 

o The dedicated web services have been created, as discussed in Chapter 5. 

6.1 Public code availability 
The backbone Pl@ntNet DinoV2 model trained in PlantCLEF 2024 dataset is publicly shared on 

Zenodo with DOI: 10.5281/zenodo.10848262 (182 downloads at time of writing).  

https://zenodo.org/doi/10.5281/zenodo.10848262
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The source code for the AvesEcho bird sound classifier will be published under an open-source 

licence. This is currently underway as part of the preparation of a scientific article on the work. For 

full reproducibility and maximum reusability, we will also publish the trained model weights, and a 

Docker image of the classifier that can be used directly to make predictions from audio. 

6.2 Next steps 
Further work on the plant quadrat recognition will aim to infer the coverage of open ground, 

vascular plants, and mosses (“level 1”) by the end of 2024. 

Further work on the bird sound recognition will be the writing and publication of a scientific paper, 

which will also be the vehicle for making public the code and pretrained model, before the end of 

2024. 

To facilitate further integration of the bird sound recognition into workflows, two extensions to 

the Arise platform are on the roadmap for the coming year. First, expansion of the user 

authentication/authorisation to permit external users to access the live system. Second, 

programmatic access (using token-based authorisation) will make it possible for classifier 

predictions for a data batch to be directly ingested into a system such as the GUARDEN decision 

support application, without the need for user intervention. 
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